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Overview Today’s Lecture

• Supervised Learning — Image Classification  
‣ using data-driven approaches (machine learning) 

‣ K-nearest neighbor classifier  
‣ cross-validation 

‣ linear classification (parametric approach) 

‣ loss functions and regularization 
‣ optimization via gradient descent (backpropagation) 

‣ Slide credit: today’s slides mostly taken from  
Fei-Fei Li, Justin Johnson, Serena Yeung @ Stanford
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Classification Problem

• E.g.: Image classification:

3



EDSAI | Machine Learning Intro | 7.11.2o19 | Bernt Schiele

Image Classification
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Image Classification
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Image Classification
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Image Classification
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Image Classification
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Machine Learning: Data-Driven Approach
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First Classifier: Nearest Neighbor
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Nearest Neighbor Rule:
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Example Dataset: CIFAR10
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Example Dataset: CIFAR10
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First Classifier: Nearest Neighbor Classifier
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First Classifier: Nearest Neighbor Classifier
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K-Nearest Neighbor Classifier
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K-Nearest Neighbor Classifier
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K-Nearest Neighbor Classifier: Distance Metric
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K-Nearest Neighbor Classifier
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Hyperparameters

19



EDSAI | Machine Learning Intro | 7.11.2o19 | Bernt Schiele

Hyperparameters
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Setting Hyperparameters
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Setting Hyperparameters
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Setting Hyperparameters
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Setting Hyperparameters
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Setting Hyperparameters
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Setting Hyperparameters
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Setting Hyperparameters
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Nearest Neighbor - not used for images :-)
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K-Nearest Neighbors: Summary
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Linear Classification
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Recall CIFAR10
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Parametric Approach
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Parametric Approach: Linear Classifier
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Matrix - Vector Multiplication — Quick Reminder…

• Multiplication: 

• Dimensions: 
‣ W has m rows and n columns 

‣ x has n rows (and 1 column) 

‣ Wx has m rows (and 1 column)
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Parametric Approach: Linear Classifier
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Parametric Approach: Linear Classifier
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Parametric Approach: Linear Classifier
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Parametric Approach: Linear Classifier
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Parametric Approach: Linear Classifier
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Parametric Approach: Linear Classifier
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Interpreting a Linear Classifier
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Interpreting a Linear Classifier:  
Visual Viewpoint
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Interpreting a Linear Classifier:  
Geometric Viewpoint
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Hard Cases for a Linear Classifier
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Linear Classifier: Three Viewpoints
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Linear Classifier…
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Linear Classifier…
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Example

48



EDSAI | Machine Learning Intro | 7.11.2o19 | Bernt Schiele

Example

49



EDSAI | Machine Learning Intro | 7.11.2o19 | Bernt Schiele

Multiclass Support Vector Machine (SVM) Loss
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Multiclass Support Vector Machine (SVM) Loss
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Multiclass Support Vector Machine (SVM) Loss
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Multiclass Support Vector Machine (SVM) Loss
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Multiclass Support Vector Machine (SVM) Loss
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Multiclass Support Vector Machine (SVM) Loss
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Multiclass Support Vector Machine (SVM) Loss
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Multiclass Support Vector Machine (SVM) Loss
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Multiclass Support Vector Machine (SVM) Loss

58



EDSAI | Machine Learning Intro | 7.11.2o19 | Bernt Schiele

Multiclass Support Vector Machine (SVM) Loss
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Multiclass Support Vector Machine (SVM) Loss
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Multiclass Support Vector Machine (SVM) Loss
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Multiclass Support Vector Machine (SVM) Loss
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Regularization
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Regularization
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Regularization
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Regularization
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Regularization
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Regularization
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Regularization: Expressing Preferences
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Regularization: Expressing Preferences
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R(w1) = 12 + 02 + · · · = 12

R(w2) = 0.252 + 0.252 + · · · = 4 ⇤ 0.252 = 0.25
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Recap…
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Recap
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Optimization
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Strategies

• #1 Random Search 
‣ can work… 

‣ but very expensive 

• #2 “Follow the Slope” 
‣ aka: gradient descent…
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Gradient Descent (in 1 dimension)

• Iteratively minimize the loss funtion: 
‣ Initialize somewhere: 

‣ Compute the derivative: 

‣ Take a step in the negative direction 
of the derivative: 
 
 
 

‣ Repeat...

step size
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Gradient Descent (in two dimensions)
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Gradient Descent (in multiple dimensions)

• in one dimension:  

• in n dimensions:  
‣ the loss is a function of the n-dimensional weight vector: 

‣ we can define partial derivatives for each dimension of the weight vector:
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<latexit sha1_base64="fzmly6aV5GgQuHBnL2GxupUs5ac=">AAACGHicbZDLSsNAFIYnXmu9RV26GSxCu6mpFi+7ggguXFSwF2himEwn7dDJhZmJUkIew42v4saFIm67822cpMFb/WHg5zvnzMz5nZBRIQ3jQ5ubX1hcWi6sFFfX1jc29a3ttggijkkLByzgXQcJwqhPWpJKRrohJ8hzGOk4o/O03rkjXNDAv5HjkFgeGvjUpRhJhWz9wHQ5wrEZIi4pYvCq3LmNy7KSVJJveG/TKUygrZeMqpEJzppabkogV9PWJ2Y/wJFHfIkZEqJXM0JpxenNmJGkaEaChAiP0ID0lPWRR4QVZ4slcF+RPnQDro4vYUZ/TsTIE2LsOarTQ3Io/tZS+F+tF0n31IqpH0aS+Hj6kBsxKAOYpgT7lBMs2VgZhDlVf4V4iFRSUmVZzEI4S3X8tfKsaR9Wa0fV+nW91LjI4yiAXbAHyqAGTkADXIImaAEMHsATeAGv2qP2rL1p79PWOS2f2QG/pE0+AS7yn/8=</latexit>
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Gradient Descent (in multiple dimensions)

• in one dimension:  

• in n dimensions:  
‣ apply the same gradient descent rule in each dimension separately:

82

w(t+1)  w(t) � ↵ · @L(w
(t))

@w(t)
<latexit sha1_base64="4NVk4E4mu41hWPdaOIrZIGxJFbY="></latexit>

w(t+1)
1  w(t)

1 � ↵ · @L(W
(t))

@w(t)
1

w(t+1)
2  w(t)

2 � ↵ · @L(W
(t))

@w(t)
2

...
<latexit sha1_base64="/4cBNmlSyD8HR4hs6iNB9ZPbWZw="></latexit>
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Gradient Descent (in multiple dimensions)

• in one dimension:  

• in n dimensions 
‣ in vector form: 

‣ compact notation:

83

w(t+1)  w(t) � ↵ · @L(w
(t))

@w(t)
<latexit sha1_base64="4NVk4E4mu41hWPdaOIrZIGxJFbY="></latexit>

W (t+1)  W (t) � ↵ · rW (t)L(W (t))
<latexit sha1_base64="c3sUjX5bqAtXgqUsnNpdUfu5J2M="></latexit>

Vector with  
partial derivatives

0

BB@

w(t+1)
1
...

w(t+1)
n

1

CCA 

0

BB@

w(t)
1
...

w(t)
n

1

CCA� ↵ ·

0

BBB@

@L(W (t))

@w(t)
1

...
@L(W (t))

@w(t)
n

1

CCCA

<latexit sha1_base64="yjPEPkxqwcPH9MTQBiikmCSDyg4="></latexit>
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Gradient Descent (“Code”)

• Mathematical notation: 

• translated into “code” 

• gradient calculation expensive, when entire dataset is used (N typically large !)

84

W (t+1)  W (t) � ↵ · rW (t)L(W (t))
<latexit sha1_base64="c3sUjX5bqAtXgqUsnNpdUfu5J2M="></latexit>
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Gradient Descent - Variants… 

• Assume Loss to be:  
‣ with n the number of training samples  
‣      the loss for training sample  

• Batch training:  
‣ process all training samples 
‣ update weights based on  

• Stochastic Gradient Descent: 
‣ randomly choose one training sample 
‣ update weights based on loss 

• Mini-batch training: 
‣ process a subset of training samples                          
‣ update weights based on 
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xi
<latexit sha1_base64="UBij6DWgqzqkYmPgmNnny9Edavo=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4Kkkt6LHgxWNF+wFtKJvtpl262YTdiVhCf4IXD4p49Rd589+4bXPQ1gcDj/dmmJkXJFIYdN1vZ219Y3Nru7BT3N3bPzgsHR23TJxqxpsslrHuBNRwKRRvokDJO4nmNAokbwfjm5nffuTaiFg94CThfkSHSoSCUbTS/VNf9Etlt+LOQVaJl5My5Gj0S1+9QczSiCtkkhrT9dwE/YxqFEzyabGXGp5QNqZD3rVU0YgbP5ufOiXnVhmQMNa2FJK5+nsio5ExkyiwnRHFkVn2ZuJ/XjfF8NrPhEpS5IotFoWpJBiT2d9kIDRnKCeWUKaFvZWwEdWUoU2naEPwll9eJa1qxbusVO9q5Xotj6MAp3AGF+DBFdThFhrQBAZDeIZXeHOk8+K8Ox+L1jUnnzmBP3A+fwBdqI3O</latexit>

Li
<latexit sha1_base64="xgxPT2ENMYKwwWWIAmLuLsTAeBo=">AAAB6nicbVA9SwNBEJ3zM8avqKXNYhCswl0MaBmwsbCIaD4gOcLeZi9Zsrd37M4J4chPsLFQxNZfZOe/cZNcoYkPBh7vzTAzL0ikMOi6387a+sbm1nZhp7i7t39wWDo6bpk41Yw3WSxj3Qmo4VIo3kSBkncSzWkUSN4Oxjczv/3EtRGxesRJwv2IDpUIBaNopYe7vuiXym7FnYOsEi8nZcjR6Je+eoOYpRFXyCQ1puu5CfoZ1SiY5NNiLzU8oWxMh7xrqaIRN342P3VKzq0yIGGsbSkkc/X3REYjYyZRYDsjiiOz7M3E/7xuiuG1nwmVpMgVWywKU0kwJrO/yUBozlBOLKFMC3srYSOqKUObTtGG4C2/vEpa1Yp3Wane18r1Wh5HAU7hDC7Agyuowy00oAkMhvAMr/DmSOfFeXc+Fq1rTj5zAn/gfP4AGqCNog==</latexit>

xi
<latexit sha1_base64="UBij6DWgqzqkYmPgmNnny9Edavo=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4Kkkt6LHgxWNF+wFtKJvtpl262YTdiVhCf4IXD4p49Rd589+4bXPQ1gcDj/dmmJkXJFIYdN1vZ219Y3Nru7BT3N3bPzgsHR23TJxqxpsslrHuBNRwKRRvokDJO4nmNAokbwfjm5nffuTaiFg94CThfkSHSoSCUbTS/VNf9Etlt+LOQVaJl5My5Gj0S1+9QczSiCtkkhrT9dwE/YxqFEzyabGXGp5QNqZD3rVU0YgbP5ufOiXnVhmQMNa2FJK5+nsio5ExkyiwnRHFkVn2ZuJ/XjfF8NrPhEpS5IotFoWpJBiT2d9kIDRnKCeWUKaFvZWwEdWUoU2naEPwll9eJa1qxbusVO9q5Xotj6MAp3AGF+DBFdThFhrQBAZDeIZXeHOk8+K8Ox+L1jUnnzmBP3A+fwBdqI3O</latexit>

M ⇢ {1, . . . , n}
<latexit sha1_base64="054VMtdCnTHSM6ezQeYn+HRBbDM=">AAACBHicbVBNS8NAFNzUr1q/oh57WSyCh1KSWtBjwYsXoYJthSaUzXbTLt1swu6LUEIPXvwrXjwo4tUf4c1/47bNQVsHFoaZN7x9EySCa3Ccb6uwtr6xuVXcLu3s7u0f2IdHHR2nirI2jUWs7gOimeCStYGDYPeJYiQKBOsG46uZ331gSvNY3sEkYX5EhpKHnBIwUt8u32BPp4FmgL0Mu1XsDWLQVSyxN+3bFafmzIFXiZuTCsrR6ttfJk3TiEmggmjdc50E/Iwo4FSwaclLNUsIHZMh6xkqScS0n82PmOJTowxwGCvzJOC5+juRkUjrSRSYyYjASC97M/E/r5dCeOlnXCYpMEkXi8JUYIjxrBE84IpREBNDCFXc/BXTEVGEgumtZEpwl09eJZ16zT2v1W8blWYjr6OIyugEnSEXXaAmukYt1EYUPaJn9IrerCfrxXq3PhajBSvPHKM/sD5/ABlilms=</latexit>

LM (W ) =
1

|M |
X

i2M

Li(W )
<latexit sha1_base64="RuN6SC2PG4wk4mYSmG1H/8aPjUE=">AAACFHicbVDLSsNAFJ34rPUVdelmsAgVoSS1oBuh4MZFCxXsA5oSJtNJO3QyCTMToaT5CDf+ihsXirh14c6/cdpmoa0HBg7nnMude7yIUaks69tYWV1b39jMbeW3d3b39s2Dw5YMY4FJE4csFB0PScIoJ01FFSOdSBAUeIy0vdHN1G8/ECFpyO/VOCK9AA049SlGSkuueV5z67DYPoPX0PEFwomdJpP6JHVkHLgJdSiH9RTWXKozrlmwStYMcJnYGSmADA3X/HL6IY4DwhVmSMqubUWqlyChKGYkzTuxJBHCIzQgXU05CojsJbOjUniqlT70Q6EfV3Cm/p5IUCDlOPB0MkBqKBe9qfif142Vf9VLKI9iRTieL/JjBlUIpw3BPhUEKzbWBGFB9V8hHiLdjdI95nUJ9uLJy6RVLtkXpfJdpVCtZHXkwDE4AUVgg0tQBbegAZoAg0fwDF7Bm/FkvBjvxsc8umJkM0fgD4zPH+0rnNc=</latexit>

Li(W )
<latexit sha1_base64="w7RlSC7u+d+HWFGu3eqBsYaLl3k=">AAAB7XicbVA9SwNBEJ2LXzF+RS1tFoMQm3CXBLQM2FhYRDAfkBxhb7OXrNnbPXb3hHDkP9hYKGLr/7Hz37hJrtDEBwOP92aYmRfEnGnjut9ObmNza3snv1vY2z84PCoen7S1TBShLSK5VN0Aa8qZoC3DDKfdWFEcBZx2gsnN3O88UaWZFA9mGlM/wiPBQkawsVL7bsDKnctBseRW3AXQOvEyUoIMzUHxqz+UJImoMIRjrXueGxs/xcowwums0E80jTGZ4BHtWSpwRLWfLq6doQurDFEolS1h0EL9PZHiSOtpFNjOCJuxXvXm4n9eLzHhtZ8yESeGCrJcFCYcGYnmr6MhU5QYPrUEE8XsrYiMscLE2IAKNgRv9eV10q5WvFqlel8vNepZHHk4g3MogwdX0IBbaEILCDzCM7zCmyOdF+fd+Vi25pxs5hT+wPn8AYvwjmg=</latexit>

L(W ) =
1

n

nX

i=1

Li(W )
<latexit sha1_base64="dn7uYf2+c22Lf5o9jLNFNNv91WY=">AAACD3icbVDLSsNAFJ34rPUVdelmsCh1U5Ja0E2h4MZFFxXsA5oYJtNJO3QyCTMToYT8gRt/xY0LRdy6deffOG2z0NYDA4dzzuXOPX7MqFSW9W2srK6tb2wWtorbO7t7++bBYUdGicCkjSMWiZ6PJGGUk7aiipFeLAgKfUa6/vh66ncfiJA04ndqEhM3RENOA4qR0pJnnjXL3XNYh04gEE7tLOUZdGQSeimt29k9h02P6oRnlqyKNQNcJnZOSiBHyzO/nEGEk5BwhRmSsm9bsXJTJBTFjGRFJ5EkRniMhqSvKUchkW46uyeDp1oZwCAS+nEFZ+rviRSFUk5CXydDpEZy0ZuK/3n9RAVXbkp5nCjC8XxRkDCoIjgtBw6oIFixiSYIC6r/CvEI6WaUrrCoS7AXT14mnWrFvqhUb2ulRi2vowCOwQkoAxtcgga4AS3QBhg8gmfwCt6MJ+PFeDc+5tEVI585An9gfP4ACXqavA==</latexit>

L(W ) =
1

n

nX

i=1

Li(W )
<latexit sha1_base64="dn7uYf2+c22Lf5o9jLNFNNv91WY=">AAACD3icbVDLSsNAFJ34rPUVdelmsCh1U5Ja0E2h4MZFFxXsA5oYJtNJO3QyCTMToYT8gRt/xY0LRdy6deffOG2z0NYDA4dzzuXOPX7MqFSW9W2srK6tb2wWtorbO7t7++bBYUdGicCkjSMWiZ6PJGGUk7aiipFeLAgKfUa6/vh66ncfiJA04ndqEhM3RENOA4qR0pJnnjXL3XNYh04gEE7tLOUZdGQSeimt29k9h02P6oRnlqyKNQNcJnZOSiBHyzO/nEGEk5BwhRmSsm9bsXJTJBTFjGRFJ5EkRniMhqSvKUchkW46uyeDp1oZwCAS+nEFZ+rviRSFUk5CXydDpEZy0ZuK/3n9RAVXbkp5nCjC8XxRkDCoIjgtBw6oIFixiSYIC6r/CvEI6WaUrrCoS7AXT14mnWrFvqhUb2ulRi2vowCOwQkoAxtcgga4AS3QBhg8gmfwCt6MJ+PFeDc+5tEVI585An9gfP4ACXqavA==</latexit>

xi
<latexit sha1_base64="UBij6DWgqzqkYmPgmNnny9Edavo=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4Kkkt6LHgxWNF+wFtKJvtpl262YTdiVhCf4IXD4p49Rd589+4bXPQ1gcDj/dmmJkXJFIYdN1vZ219Y3Nru7BT3N3bPzgsHR23TJxqxpsslrHuBNRwKRRvokDJO4nmNAokbwfjm5nffuTaiFg94CThfkSHSoSCUbTS/VNf9Etlt+LOQVaJl5My5Gj0S1+9QczSiCtkkhrT9dwE/YxqFEzyabGXGp5QNqZD3rVU0YgbP5ufOiXnVhmQMNa2FJK5+nsio5ExkyiwnRHFkVn2ZuJ/XjfF8NrPhEpS5IotFoWpJBiT2d9kIDRnKCeWUKaFvZWwEdWUoU2naEPwll9eJa1qxbusVO9q5Xotj6MAp3AGF+DBFdThFhrQBAZDeIZXeHOk8+K8Ox+L1jUnnzmBP3A+fwBdqI3O</latexit>
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Stochastic Gradient Descent (SGD)

• Training code so far: 

• Minibatch training code (batchsize here M = 256):
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Where we are

• Since we are performing Gradient Descent on a Loss function 
we call this (Error) Backpropagation 

87

slide credit: Fei-Fei, Justin Johnson, Serena Yeung



EDSAI | Machine Learning Intro | 7.11.2o19 | Bernt Schiele

Computational Graphs
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Neural Network Example…
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Backpropagation - A Simple Example
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Backpropagation - A Simple Example
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Backpropagation - A Simple Example
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Backpropagation - A Simple Example

93

slide credit: Fei-Fei, Justin Johnson, Serena Yeung



EDSAI | Machine Learning Intro | 7.11.2o19 | Bernt Schiele

Backpropagation - A Simple Example
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Backpropagation - A Simple Example
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Backpropagation - A Simple Example
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Backpropagation - A Simple Example
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Backpropagation - A Simple Example
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Backpropagation - A Simple Example
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Backpropagation - A Simple Example
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Backpropagation - A Simple Example
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Backpropagation - A Simple Example
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Backpropagation - A Simple Example
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Backpropagation - A Simple Example
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Backpropagation - Local View
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Backpropagation - Local View
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Backpropagation - Local View
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"upstream  
  gradient"
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Backpropagation - Local View
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Backpropagation - Local View
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Backpropagation - Local View
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Backpropagation
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Backpropagation
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Backpropagation
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Backpropagation
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Backpropagation
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Backpropagation

116

slide credit: Fei-Fei, Justin Johnson, Serena Yeung



EDSAI | Machine Learning Intro | 7.11.2o19 | Bernt Schiele

Backpropagation
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Backpropagation

• Only two things need to be implemented to define new node: 
‣ forward pass 
‣ error back propagation
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Backpropagation: Watch Overfitting

• Error on training set continuously decreases 
‣ final training error often zero for deep neural networks 

• Error on validation set (not used for training !) allows estimation of  
generalization error = test error

119

epochs / iterations

loss

train set error

test set error

validation set error
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Summary so far…
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Another Backpropagation Example…

121



EDSAI | Machine Learning Intro | 7.11.2o19 | Bernt Schiele

Backpropagation
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Backpropagation
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Backpropagation
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Backpropagation
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Backpropagation

126

slide credit: Fei-Fei, Justin Johnson, Serena Yeung



EDSAI | Machine Learning Intro | 7.11.2o19 | Bernt Schiele

Backpropagation
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Backpropagation
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Backpropagation
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Backpropagation
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Backpropagation
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Backpropagation
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Backpropagation
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Backpropagation
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Backpropagation
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Backpropagation
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Backpropagation

137

slide credit: Fei-Fei, Justin Johnson, Serena Yeung



EDSAI | Machine Learning Intro | 7.11.2o19 | Bernt Schiele

Backpropagation
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